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ABSTRACT

As technology increases in power and decreases in size, embedded systems have become more and more common.  Everything from simple toys to cars and complex vehicles are handing control over to embedded systems.  With the growth of embedded systems has come the need to program them at a higher level than assembly.  Languages developed real-time extensions, but portability has proven difficult.  In 1998, the Java Community Process released JSR 001: Real-Time Specification for Java.  With the development and release of this specification, Java could finally compete in the real-time community.  But how does Real-Time Java compare, as a real-time language, to other, proven-reliable languages?  This paper takes a look at real-time system needs and real-time language requirements, and examines how Java’s Real-Time specification meets or fails those needs, at a language level.
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1. Introduction

The speed at which computing occurs has grown in orders of magnitude.  As computing speed has increased, and relative size of processors has decreased, computer systems have become more versatile, and have been used in a broad range of new application areas.  Computers eventually were given other uses than direct information processing.  These systems are called embedded systems [1].  Monitoring systems in cars, voice-reactive systems in toys, and Java-powered systems in toasters are all examples of embedded systems.

Due to needs of tight control over performance, programming embedded systems has traditionally been accomplished using assembly languages [1].  As embedded systems continue to develop, the need to program them on a higher level arose.  High level languages were designed or modified, allowing programmers to more easily design real-time systems.

Like regular software systems, embedded systems soon began experiencing the need for maintenance and evolution.  New, smaller hardware and changing user needs kept ensuring that newer versions of embedded systems were delivered.  Sometimes, though, the code was not easily ported to a new system, due to hardware changes.  Portability became a necessity, but was currently a nightmare.

Soon after the development of Java, a group of people began thinking about applying Java to the needs of embedded and real-time systems.  Java, a language known for its high-level portability, could perhaps give programmers the edge needed to create maintainable embedded software systems and gain portability as new hardware develops.

In 2000, the Java Community Process (JCP) released its first draft of the Real-Time Java Specification (RTSJ) [2].  A second draft followed later in 2000, and officially released in 2006 [2].  The JCP claims that with the release of the RTSJ, Java can now compete as a language in the real-time systems development field [2].  But can it?  Does RTSJ meet the system and language needs in the real-time systems field?

2. Real-Time System Needs

Every system is subject to needs, and real-time systems are no exception.  In fact, real-time systems are subject to constraints that normal computing systems may never face.

[1] outlines seven major concerns when designing real-time systems.

2.1 Size and Complexity

Due to the nature of embedded systems, space is at a minimum.  Solutions need to be developed that can best maximize the use of the provided memory and storage space.  In terms of code, this translates not just to the number of lines, but also the variety of activities occurring in the code.  A system that is designed to monitor air temperature will be much smaller than a system designed to monitor, log, and interact with the air temperature.  The number of lines may be equal, but due to variety, the second system is deemed larger than the first. 

2.2 Manipulation of Real Numbers

Embedded and real-time systems will almost always encounter the need to handle and manipulate real numbers.  From sensor inputs to system monitoring to interactions with the real world, real numbers allow the system to quantify the niche in which it was designed.  Along with the need to handle real numbers is the need to handle a high-enough precision of real numbers.  One system may only need to know numbers with a few places of precision (such as temperature monitors), whereas others may need an extremely high degree of precision (such as controlling the movement of a needle in a nanoscopic world).  Of course, with the higher degree of precision comes a greater need of size in memory and/or storage.

2.3 Reliability and Safety

As society hands over control to machines, it seems imperative that there be reliability and safety precautions built into the system.  Computer systems are not 100% reliable; the same holds true for embedded systems.  As they fail, there must be a mechanism in the system to allow it to fail “gracefully”; that is, the system should acknowledge a failure and shut the system (or a part) down to prevent any injury to the user and/or information. 

Embedded and real-time systems also have the added need to handle failures for events not previously foreseen by the designers.  For example, consider a Mars rock-collecting robotic system.  If the system is dependent on the robot staying on land, and suddenly the robot finds itself in space, there should be a mechanism to handle this unforeseen failure so as to not cause harm to the robot.

2.4 Concurrent Control of Separate System Components

Embedded and real-time systems will undoubtedly have some interaction with the real world.  Whether it is information processing, system control, or monitoring of environmental conditions, there will always be information coming into part of a system and output generated.  These pieces, or components, should be able to do its task independently of other tasks that the system is responsible for. 

2.5 Time and Scheduling Requirements

Embedded and real-time systems will sometimes need to perform tasks as specific times.  For example, the system may need to send logged data to a scientist every evening at 6 p.m.  To perform such tasks, the system must have real-time control facilities.  Burns and Wellings define four real-time control facilities:

1. Specify when an action should begin

2. Specify when an action should end

3. Respond to a situation in which timing needs of all actions cannot be met

4. Respond to a situation in which an action’s timing needs alter

By being able to specify when a task should occur and end, a system designer can define the predictability of the system.  This measure of predictability can determine the worst-case scenario with the system and ensure that the time to complete all tasks within this scenario is not too great.

2.6 Interaction with Hardware Interfaces

Not all embedded and real-time systems are self-contained.  There are times when a system will need to interact with the world, such as calculating the pH of a soil.  To perform such tasks, it is necessary to interact with other hardware components.  The communication, which occurs through input and output registers, is computer and device dependent.  The system needs to be able to handle such communication, if necessary. 

2.7 Efficient and Predictable Implementations

Time being an important factor in embedded and real-time systems, efficient implementation of the system is essential.  If the system requires a task to be done in less than 10 microseconds, it would be a waste of time to use a component that takes a millisecond to complete the task.  

By examining these needs, language designers can determine what a language needs to be able to handle embedded and real-time systems.   

3. Real-Time Language Requirements

When programming a real-time system, it makes sense to use a language that reflects the needs of a real-time system.   With the need to develop embedded systems more efficiently and effectively, programming has moved from the machine level to high level, using languages such as C and Ada.  How does a real-time language compare to a regular language?  The real-time language should follow similar high-level language designs, but allow for the additional needs of a real-time system.

[3] describes six requirements of a real-time, high-level programming language.

3.1 Security

Young describes language security as the ability of the compiler to detect programming errors.  By implementing language security, errors in the program can be detected much earlier in a program (reduction in cost).  These checks do not cause any overhead at runtime, either.

An obvious problem to this requirement is the complexity of a secure language.  The language will need more features to ensure the security of a program versus a non-secure language.  Type checking is an example of a language security feature.

3.2 Readability

Readability is a measure of the clarity of a program.  The clearer and easier a program is to read and understand, the more readable it is.  Several factors take part in determining readability, including keywords, type names, variable names, and the ability of a language to allow for modularization of code.

Why strive for readability?  Reduced documentation costs, for one.  If a program is easily readable, there is no need to invest in the development of diagrams and flowcharts to describe it.  Also, the level of readability is a factor of language security.  By having the mechanisms to define and describe various parts of a program, not only is the program increasing in readability, but the language compiler can take advantage of those descriptors and raise the level of security.  Another benefit of having a highly readable system is the increased ability of maintaining said system.  Any programmer would agree that it is much easier to modify a system that has been well-documented and organized, as opposed to maintaining a system with all the code written on one line.

The only downside of increasing the readability of a program is, like a text file, more code and comments means a larger file.  

3.3 Flexibility

The flexibility of a language is its ability to provide solutions to a variety of programming tasks.  The desired goal is to have as much as possible at the language level, with few (or none) of the language features defined at the OS or machine code levels.  Flexibility can also be thought of as the power of a language; that is, the ability of a language to express solutions to a broad range of problems.

3.4 Simplicity

Simplicity is the ease of use of a language.  To put it simply (no pun intended), simpler languages are easier to maintain and understand.  For example, a language that has the ability to create a collection of objects using one line of code is simpler than a language that requires the programmer to keep track of pointers to pointers to pointers of allocated memory addresses. 

Another benefit of simplicity is the reduced cost of training people to learn the language.  For example, if a language has an “Easy Button” (from the Staples commercials), it is cheaper to train people how to push the Easy Button than it is to train people on a language that does not come with the Easy Button.

Also with simplicity comes the reduced chance of making programming errors.  It is much easier to reference a collection of items as a collection than through pointer management.

3.5 Portability

Portability is all about the ability to run software on different hardware platforms.  Languages that can abstract the hardware level can achieve a greater chance of portability than languages that require detailed knowledge of the underlying hardware.  For example, a Java program can be compiled on a Windows machine with an AMD processor, yet still run fine on a Solaris machine with a SPARC processor.  On the other hand, a C program written on a SPARC platform running Solaris will encounter problems when executed on an AMD machine running Windows.

3.6 Efficiency

Efficient languages can produce systems that will execute with predictable runtimes.  A language that translates directly to machine code will run much faster than a language that translates to an intermediate code.  

It is impossible, at least currently, to create a language that will excel in all six areas.  With the design of a language, general or real-time, trade-offs must be calculated, weighed, and ultimately decided.  For example, a language that may achieve portability with extreme success, such as Java, may have very poor efficiency.  In Java’s case, its lack of efficiency comes from the Garbage Collector’s ability to take charge of the processor at any time.  Also, machine code can be written extremely efficiently, but the readability is practically non-existent.  

4. Real-Time Java Specification

In 1998, the Java Community Process (JCP) program was founded [4].  This process was devoted to the maintenance and evolution of the Java programming language.  The very first Java Specification Request (JSR) released by the JCP was the Real-Time Java Specification, JSR 001.  The first public release of JSR 001 was released on 3 May 2000 [2].

JSR 001 describes the entire API for real-time systems programming in Java.  This API has been realized by several organizations over the years, including Sun Microsystems [5] and Aicas Realtime [6].  

Real-time Java achieves its real-time predictability by allowing threads to have higher priority than the standard Java Garbage Collector [7].  This ensures that the thread never gets the boot by the GC and can execute to completion without any general interruptions.  

5. Where Real-Time Java Succeeds as a Language

The first success of the RTJS is its backwards-compatibility with non-RTSJ Java programs.  Logically, this implies that regular Java programs can be viewed as real-time systems utilizing non-real-time components (such as the standard GC and scheduler), an idea that can be generically stretched.

To truly decide whether or not Real-Time Java succeeds, let us first examine how the language succeeds at meeting the needs of real-time systems and then examine how it meets the needs of real-time languages.

5.1 How Real-Time Java Meets the Needs of Real-Time and Embedded Systems

If Real-Time Java is to succeed as a choice for developing real-time and embedded systems, it must have features that meet the needs of these systems.  Let us examine how Real-Time Java meets each characteristic of an embedded system.

5.1.1 RTJ and Size and Complexity

Real-time Java provides mechanisms to break down the complexity of real-time and embedded systems into smaller, more manageable components.  Components can be developed for sensor monitoring, decision making, output formatting, and error handling.

The size of Real-Time Java systems are similar to their regular Java counterparts, being based off of Java.  All the code can be placed into a single JAR file, reducing the overall size of the coded system.

5.1.2 RTJ and Manipulation of Real Numbers

Real-time Java allows the system to manipulate real-numbers.  Included with RTJ are the primitive types ‘float’ and ‘double’.  The common math operations (addition, subtraction, multiplication, and division) are defined for both ‘float’ and ‘double’.

5.1.3 RTJ and Reliability and Safety

Real-Time Java provides language -based control over managing the reliability of a system.  Using try-catch blocks, a system can attempt to perform a task and capture a system-generated error. If the designer knows that something can, and very well may, go wrong at a particular point, he or she can catch the Exception and attempt some kind of recovery.  Because every exception thrown in Real-Time Java is a subclass of Exception, a catch that looks for a general Exception being thrown can even begin to protect the system from unforeseen dangers.

5.1.4 RTJ and Concurrent Control of Separate System Components

With regular Java, every Thread had the same priority level.  This level was lower than the Garbage Collector (GC) priority, even.  But in Real-Time Java, there are two new kinds of threads that allow for concurrent processes: RealtimeThread and NoHeapRealtimeThread [7].

RealtimeThread gives the system programmer the ability to set a priority level on the Thread.  The priority can be even higher than the GarbageCollector.

NoHeapRealtimeThread also has the capability to change its priority level.  The difference with NoHeapRealtimeThread is that it always preempts the GC, if the GC is running.

5.1.5  RTJ and Time and Scheduling Requirements

To meet the needs of setting time limits on real-time systems, Real-Time Java allows its RealtimeThread and NoHeapRealtimeThread to specify its scheduling parameters.  Real-Time Java provides two methods for defining scheduling parameters: PriorityParameters and ImportanceParameters [7].  PriorityParameters provide a mechanism to describe the priority of a RealtimeThread.  The larger the value of the PriorityParameter, the higher priority the RealtimeThread will be given.  ImportanceParameters are tiebreakers.  They provide a means to help determine which Thread to schedule next if the priorities are the same.

The Scheduler is what manages the execution of the RealtimeThread objects [7].  A Scheduler defines a scheduling policy, and Threads are selected based upon said policy.  A Scheduler is able to perform a feasibility analysis to determine if a proposed order of processes will or will not complete on time.

To monitor and manage time constraints, Real-Time Java provides access to Clocks and Timers [7].  Real-Time Java provides, at the basic level, access to the System real-time clock.

5.1.6 RTJ and Interaction with Hardware Interfaces

To interact with hardware interfaces, Real-Time Java provides the programmer with a RawMemoryAccess class [7].  Using instances of this class, a programmer can create registers to send input to and receive output from hardware devices.

5.1.7 RTJ and Efficient and Predictable Implementations

Through use of Timers, Clocks, and proper Scheduling techniques, Real-Time Java can achieve management of hard and soft real-time deadlines.  And by allowing threads to have higher priority than the GC, Real-Time Java systems can experience predictable execution times.

5.2 How Real-Time Java Meets the Needs of Real-Time Programming Languages

If Real-Time Java is to succeed as a real-time language, it must have features that meet the needs of real-time languages.  Let us examine how Real-Time Java meets each characteristic of a real-time programming language.

5.2.1 RTJ and Language Security

Real-time Java is a rather secure language.  It performs type checking and scope resolution rules at compile time to ensure that data types match up and only permitted operations are taking place on values currently visible, or in scope.  Trying to call a private method outside of the class or assigning a double to a String will both result in compile errors.

5.2.2 RTJ and Language Readability

Real-time Java allows for easily readable code.  Systems can be modularized into packages, classes, and methods, allowing the reader to only view what he or she wants and/or needs to see.  Providing statically-typed variables helps the reader understand what type of information a variable is carrying, and allowing unlimited-length names of variables allows the programmer give meaningful names to variables, providing a cognitive association between the variable’s data and its purpose.  The use of keywords allows the reader to recognize RTJ-specific constructs and quickly understand the structure of what is occurring in the code.

5.2.3. RTJ and Language Flexibility

Being based on Java, Real-Time Java has the ability to work similarly to a regular Java program.  This allows the language to be used anywhere Java would be used.

5.2.4 RTJ and Language Simplicity

The Real-Time Java language is as simple to use as regular Java.  It provides easy mechanisms for writing components of a system, such as methods, classes, and packages.  Classified as a “C-style” language, any programmer who has experience programming in C, C++, C#, Java, or any other derivative of C will find programming in Real-Time Java very similar.

5.2.5 RTJ and Language Portability

Real-Time Java is almost as portable as regular Java.  The difference is that Real-Time Java may have some additional hardware dependencies associated with it.  For example, a RTJ system may have a RawMemoryAccess object for a sensor.  Moving the code to a different system may invalidate the RawMemoryAccess object, since the sensor may be different and communicate through a different register.

5.2.6 RTJ and Language Efficiency

Real-Time Java, on a language level, is rather efficient.  With the ability to override the GC, Real-Time Java gains predictable system execution time.

6. Where Real-Time Java Fails as a Language

Just as every other language, Real-Time Java has its limitations.  Trade-offs in performance versus portability, lack of documentation, and the requirement of a VM are just a few hindrances that Real-Time Java suffers.  In order to be impartial and fair in this evaluation of Real-Time Java, these limitations must be examined and understood.

6.1 How Real-Time Java Fails the Needs of Real-Time and Embedded Systems

As mentioned, there have been trade-off decisions made in the development of Real-Time Java.  Let us first examine the limitations that Real-Time Java introduces when developing real-time and embedded systems.

6.1.1 RTJ and Size and Complexity

A disadvantage of Real-Time Java is the embedded system would need to contain an implementation of a Real-Time Java VM—a not-necessarily-small program.  The VM is what allows Java, as well as Real-Time Java, to achieve its portability.  When a Java program is compiled, it is translated into byte code, a type of pseudo-machine instructions.  These instructions are executed on through the VM when a Java system is loaded.  The VM is responsible for translating between the Java byte code and the physical machine code.  A direct result of this is that the larger the instruction set of a processor, the larger the VM.  Real-Time Java adds its own needs on top of that VM, such as threading priority, scheduling, and a real-time clock.

There is also the time involved in developing the VM and achieving the “Real-Time Java Compliant” certification.  With the release of new hardware systems comes the need to create new VMs.

6.1.2 RTJ and Manipulation of Real Numbers

Real-Time Java only provides manipulation of real numbers that can be stored in IEEE double precision format.  Any system that needs greater precision than that will not find Real-Time Java useful.

6.1.3 RTJ and Reliability and Safety

In order to catch an unforeseen exception in Real-Time Java, the entire system itself must be wrapped in a try-catch block.  If the programmer did not use this system-wrapped block, any unforeseen exception would cause the system to shut down—an unwanted action in various real-time environments, such as nuclear power plants and life support systems.

6.1.4 RTJ and Concurrent Control of Separate System Components

With the ability to override the GC comes the situation that the GC may never run in a system.  If the system uses only RealtimeThread threads with priorities higher than the GC, then the GC may never be elected to receive the processor, depending on the scheduling policy.  This would create a mass of unavailable memory in the heap, possibly causing the system to run out of memory and bring the system to a halt.  

6.1.5  RTJ and Time and Scheduling Requirements

Since the Real-Time Java Specification only provides a PriorityScheduler, a scheduler that selects the next process based on priority level, if a different schedule policy is desired, development effort must be invested to develop the new policy.  For example, if a systems developer wanted to schedule policies using a First-Come-First-Serve policy, the developer must write a new class which inherits from Scheduler.  The developer then needs to either take careful precautions that the system uses this new scheduler, or reset the default scheduler to be this new scheduler.  

6.1.6 RTJ and Interaction with Hardware Interfaces

By directly referencing memory addresses, portability of the system is decreased (see Section 6.2.5).

6.1.7 RTJ and Efficient and Predictable Implementations

There are currently very few benchmark measurements of how efficient and predictable a Real-Time Java system truly is.  There is a slight need of trial-and-error to determine if a language feature or series of statements will be fast enough for the needs of the system.

6.2 How Real-Time Java Fails the Needs of Real-Time Programming Languages

Not only have there been decisions made that affect the operation of a system, but decisions have been made that also affect the effectiveness of Real-Time Java as a programming language.

6.2.1 RTJ and Language Security

A problem with Real-Time Java and language security is that language security is defined at the compiler level.  This can introduce a variety of different security checks being done on a variety of compilers.  While the Real-Time Java specification does incorporate basic security checks (being an extension of regular Java), there is no guaranteeing that what one compiler checks for in addition will be done with another compiler.

6.2.2 RTJ and Language Readability

A problem with the readability of Real-Time Java is that it requires the reader to understand Real-Time concepts, such as scheduling, priorities, memory access, and memory access modes.  If the reader does not have a grasp on these concepts, then he or she will have a hard time following the program.

6.2.3. RTJ and Language Flexibility

Because Real-Time Java can be applied to a wide variety of problems, it has a rather large library that must be included with any implementation of a Real-Time Java VM.  This translates to extra storage space on the embedded system.

6.2.4 RTJ and Language Simplicity

Real-Time Java does have a bit of a learning curve to it.  Understanding the API, what each class represents, and how and when to use each class are a few examples of the ideas needed to use this API.  This adds up through costs of training and resources to understanding how the pieces work together.

6.2.5 RTJ and Language Portability

The ability to access and manipulate raw memory addresses decreases the potential for portability.  While one system may have a FlameThrower2000 actuator attached to it and communicate through memory location 0x00FF12A, another system may have a FlameThrower2001 and communicate through memory location 0x001.  Careful attention is needed to localize this dependency as much as possible.

6.2.6 RTJ and Language Efficiency

Language efficiency is reduced, due to the intermediate translation step.  When compiling Real-Time Java systems, the code is first translated to Java’s bytecode.  Then during execution, the bytecode is interpreted by the VM, which translates it to machine language.

7. Conclusion and Future Work

Over the course of this paper, the needs of real-time and embedded systems have been examined, and what features are needed in the languages used to program them.  Using this examination, we then examined Real-Time Java and how it appeals to the needs of real-time languages and systems.  There has also been an examination of the pitfalls of Real-Time Java as a real-time programming language.

The next step is to examine Real-Time Java in applied situations.  The authors’ plan is to develop several real-time systems that reflect various needs of real-time and embedded systems.  The systems will also be written in other real-time languages, including Ada and C with POSIX.  A performance study will be conducted, evaluating memory usage, storage space, and execution runtime, to evaluate how Real-Time Java compares to proven-reliable real-time programming languages.

Real-Time Java certainly provides a good start at a portable, efficient, and robust real-time, high-level language.  With the capability to set priorities of processes, interact with hardware devices, and set deadlines on processes, Real-Time Java meets the basic needs of real-time and embedded systems.  However, there are certainly limitations to the language, as well as the possibility of investing time to provide extensions to this Java extension.  All in all, it is a good first step toward portable real-time code, and certainly worthy of more development.
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